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Research Highlights

• Efficient ML Architecture: efficient speculator design; efficient attention design
• Efficient Post-Training, RL & Quantization: efficient loss design; quantization
• Efficient ML Engines, Systems & Infrastructure: training, serving & agent systems
• Agents, Coding & Science: agentic AI & AI for science

Work

• Together AI, Turbo & Kernel May 2024 – Present
Senior Research Scientist San Francisco, United States
Efficient ML Architecture; Efficient ML Engines, Systems & Infrastructure; Agents, Coding & Science.

• Future Machine Learning & Systems Lab (FutureMLS) 2026 – Present
Founder & Principal Investigator (PI) · [futuremls.org] San Francisco, CA
Open-source algorithm–system co-design to make ML efficient and practical at scale.

• Dolby Mar 2024 – Sep 2024
Research Intern Sydney, Australia
Efficient model training and inference research for production media AI workloads.

• Microsoft, DeepSpeed Team Mar 2023 – Feb 2024
Research Intern Sydney, Australia
Large-scale RLHF systems and end-to-end training efficiency for ChatGPT-like models.

• The University of Sydney, FSA Lab Mar 2022 – Feb 2026
Ph.D. Student & Visiting Scholar Sydney, Australia
LLM systems, RL theory, and AIGC; advisors Shuaiwen Leon Song and Chang Xu.

• Sun Yat-sen University, School of Computer Science and Engineering Sep 2018 – Mar 2022
Research Associate Guangzhou, China
Parallel / distributed systems (metadata I/O, hybrid CPU–GPU scheduling, and VFS small-file storage); advisors Dan Huang and Yutong Lu.

• SYSU, Institute of Advanced Networks and Computing Systems Oct 2018 – Mar 2019
Research Intern Guangzhou, China
Robotics digital-twin and RL sim-to-real systems; advisor Hejun Wu.

• Tencent, Weixin Group & UIUC, CS Department Jul 2018 – Jul 2020
Research Intern, Technical Architecture Guangzhou & Champaign, IL
Code analysis and plagiarism detection for online mini-game platforms; advisors Tao Xie and Yuetang Deng.

• Microsoft (China) Co., Ltd., Guangzhou Branch Sep 2018 – Feb 2019
Project Assistant to Senior Cloud Architect Guangzhou, China
Azure cloud architecture and domain NLP Q&A deployment for textile industry applications.

• SYSU, Computational Medical Imaging Laboratory Jul 2016 – Aug 2017
Research Intern Guangzhou, China
Medical imaging platforms and mobile image analysis; advisor Yao Lu.

Education

• The University of Sydney Sydney, Australia
Ph.D., Computer Science / Engineering Oct 2022 – Feb 2026
GPA 4.0/4.0 (HD). Thesis: Efficient Compression Algorithm–System Co-Design for Large-Scale Model Training and Inference.

• Sun Yat-sen University Guangzhou, China
B.Eng., Computer Science and Technology Sep 2015 – Jun 2019
GPA 3.9/4.0.

Professional Service

• Member: IEEE (97841404); ACM (6708618); China Computer Federation (CCF, B8293G)
• Conference Reviewer: ICLR 2027
• Conference Reviewer: NeurIPS 2023, 2025, 2026
• Conference Reviewer: ACL 2026; EMNLP 2026; EACL 2026
• Journal Reviewer: IEEE Transactions on Pattern Analysis and Machine Intelligence (TPAMI)
• Journal Reviewer: IEEE Transactions on Computers
• Program Committee: SELVA 2026 at ACL 2026
• Program Committee: Computer Science Research Methods (CSRM 2023), University of Sydney
• Artifact Evaluation Committee: ASPLOS 2024 (AEC)
• Web Chair: 32nd IEEE International Symposium on High-Performance Computer Architecture (HPCA 2026)

Zhongzhu Zhou — Short CV Page 1 of 4

mailto:zhongzhu.zhou@sydney.edu.au
https://www.zhongzhuzhou.org/
https://scholar.google.com.au/citations?user=BoZKZl4AAAAJ&hl=en
https://github.com/zzz0906
https://www.linkedin.com/in/zhongzhu-zhou/
https://dblp.org/pid/274/7781.html
https://futuremls.org/


Publications

Book
• C Language Programming (Chinese) — Tianjin University Press · ISBN: 9787561847251 · [Book]

Conference
• Osprey: Target-agnostic Pre-training Makes Stronger Drafters in Speculative Decoding — EMNLP 2026 (accepted) · [Paper] · [Code]
• Tail-Likelihood Reinforcement Learning — arXiv + under review · [Paper] · [Code] · [Project]
• Massive Activations in Hybrid Linear Attention Large Language Models: Pre-Attention Spikes and Inter-Spike Plateaus — arXiv + under review · [Paper] ·

[Code]
• OSCAR: Offline Spectral Covariance-Aware Rotation for 2-bit KV Cache Quantization— arXiv + under review · ACL 2026 · [Paper] · [Code] · [Project] · 500+

stars
• Taylor-Calibrate: Principled Initialization for Hybrid Linear Attention Distillation — arXiv + under review · [Paper] · [Code]
• I-DLM: Introspective Diffusion Language Models — COLM 2026 · [Paper] · [Code] · [Project]
• Squeeze Evolve: Unified Multi-Model Orchestration for Verifier-Free Evolution— COLM 2026 · [Paper] · [Code] · [Project]
• Sketched Linear Contrastive Learning: Approximation, Optimization, and Statistical Scaling — arXiv + under review · COLM 2026 · [Paper]
• From One-Pass SGD to Data Reuse: Mini-Batch Scaling Laws in Sketched Linear Regression — arXiv + under review · [Paper]
• SAW-INT4: System-Aware 4-Bit KV-Cache Quantization for Real-World LLM Serving — arXiv + under review · [Paper] · [Code]
• CARE: Covariance-Aware and Rank-Enhanced Decomposition for Enabling Multi-Head Latent Attention — ICLR 2026 · [Paper] · [Code] · [Project]
• Aurora: When RL Meets Adaptive Speculative Training — A Unified Training-Serving System — ICML 2026 · [Paper] · [Code] · [Project] · [Blog]
• KITTY: Accurate and Efficient 2-bit KV Cache Quantization with Dynamic Channel-wise Precision Boost —MLSys 2026 · [Paper] · [Code]
• CoderForge-Preview: SOTA open dataset for training efficient coding agents— Together AI Blog · [Dataset] · [Blog] · core lead
• Efficient Compression Algorithm–System Co-Design for Large-Scale Model Training and Inference — under review · Ph.D. Thesis, University of Sydney, 2026
• Understanding and Steering the Cognitive Behaviors of Reasoning Models at Test-Time (CREST) — arXiv + under review · NeurIPS 2025 Workshop on Efficient

Reasoning · [Paper] · [Code] · [Workshop]
• Ladder-Residual: Parallelism-Aware Architecture for Accelerating Large Model Inference — ICML 2025 · [Paper] · [Code]
• Imitate Optimal Policy: Prevail and Induce Action Collapse in Policy Gradient — arXiv + under review · [Paper]
• CorDA: Context-Oriented Decomposition Adaptation of LLMs for Task-Aware PEFT — NeurIPS 2024 · [Paper] · [Code]
• Quant-LLM: FP6-Centric Algorithm-System Co-Design for LLM Serving on Modern GPUs — USENIX ATC 2024 · [Paper] · [Code]
• Flash-LLM: Enabling Cost-Effective and Highly-Efficient Large Generative Model Inference with Unstructured Sparsity — VLDB 2024 · [Paper] · [Code]
• JSidentify: A Hybrid Framework for Detecting Plagiarism Among JavaScript Code in Online Mini Games — ICSE 2020 (SEIP) · [Paper] · [Talk]

Journal
• RenAIssance: A Survey into AI Text-to-Image Generation in the Era of Large Models — IEEE Transactions on Pattern Analysis and Machine Intelligence

(TPAMI) · [Paper]
• Binary Neural Network for Automated Visual Surface Defect Detection — Sensors MDPI · [Paper]

Preprint
• DeepSpeed-Chat: Easy, Fast and Affordable RLHF Training of ChatGPT-like Models at All Scales — arXiv · [Paper] · [Code] · [Blog]
• DeepSpeed4Science Initiative: Enabling Large-Scale Scientific Discovery through Sophisticated AI System Technologies— arXiv · [Paper] · [Code] · [Project]

Talks

• Toward AGI: Efficient Compression across the Data–PostTraining–Inference Loop — Invited Virtual Tech Talk, Pluralis Research, September
30, 2026 (upcoming)

• Aurora: Adaptive Speculative Training as Online Reinforcement Learning —Cornell RL Seminar Weekly, Aug. 1, 2026
• Compression-Centric Systems for Large-Model Post Training & Inference— Invited Talk, Amazon, Jul. 22, 2026
• Frontier Research: Scaling Agentic RL & Verified Reasoning—AI-tonomy Summit (Models & Agents), Plug and Play Tech Center, Silicon

Valley, Jun. 5, 2026
• I-DLM: Introspective Diffusion Language Models —Ant Group, Apr. 2026
• CARE: Covariance-Aware and Rank-Enhanced Decomposition for Enabling Multi-Head Latent Attention— ICLR 2026
• Panel Discussion: AI in Cross-Border Digital Technologies Infrastructure Platforms & Global Launchpads —Macquarie University Banking

and FinTech Research Centre Launch, Nov. 20, 2025
• JSidentify: A Hybrid Framework for Detecting Plagiarism Among JavaScript Code in Online Mini Games — ICSE 2020, Jul. 11, 2020

Honors and Awards

• [2024] APR Intern Program Scholarship (SC3600), USYD
• [2023–2025] Progress Evaluation: satisfactory or excellent, USYD
• [2022] Jingdong Technology (JD) Co Ltd Research Scholarship in Artificial Intelligence, USYD
• [2021] SYSU Overseas Visiting and Collaborative Research Program Funding Plan, SYSU
• [2020–2022] The Third Class Scholarship ×3, SYSU
• [2019] Research Honor Degree, SYSU
• [2019] The Second Class Scholarship (Top 15% of the major), SYSU
• [2018] The First Class Scholarship (Top 5% of the major), SYSU × 2 (2015–16 & 2017–18)
• [2018] Illinois Computer Science Summer Research Program, UIUC; The Third Prize, Microsoft Hackathon, South China
• [2017] COMAP MCMMeritorious Winner; SYSU Software Innovation (2nd), ACM-ICPC (3rd), Chinese Mathematics (3rd)
• [2016] National Scholarship (Top 1 of the major), China
• [2016] Chinese Mathematics Competitions (Second Prize); The Second Class Scholarship (Top 15% of the major), SYSU (2016–2017)
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• [Earlier] National Olympiad in Informatics in Provinces (Second Prize), Changjun High School

Teaching

• COMP3520: Operating Systems Internals — Tutor, The University of Sydney, Fall 2023
Selected Professional Experience

• Together AI, Turbo & Kernel May 2024 – Present
Senior Research Scientist San Francisco, United States
– XoRL: Built agent PPO trainers and the multi-turn agent–environment execution flow for PPO / GRPO; owned trajectory ingestion,

advantage computation, policy updates and rollout-model weight synchronization; implemented asynchronous rollout, replay queues,
router-assisted batching, loss masks, rejection sampling and batch balancing.

– Axolotl: Added long-context SFT paths with Ulysses / Ring Attention and successful-trajectory data; scaled 16K–32K recipes with packed
sequences, remove-padding and chunked prefill; supported SP-compatible MoE-LoRA, QuACK kernels, Qwen3.5 and multi-node debugging.

– Osprey:Coauthored work on transferable drafters through target-agnostic pre-training and target-specific adaptation. [Paper] · [Code]
– Tail-Likelihood Reinforcement Learning: Developed tail-likelihood / pass@k objectives for low-success prompts and built evaluation

recipes comparing them with GRPO on pass@1, pass@k and test-time scaling. [Paper] [Code] [Project]
– OSCAR: Led attention-aware rotations and clipping for 2-bit KV-cache quantization; helped build the SGLang / Triton serving path,

reducing KV memory by about 8× and improving large-batch throughput by up to about 7×.
– SAW-INT4: Contributed to system-aware INT4 KV-cache quantization and fused rotation–quantization integration for paged serving layouts.
– Aurora: Contributed to adaptive speculative training and its unified training–serving evaluation.
– Ladder-Residual: Implemented and optimized the gpt-fast path with CUDA Graphs and torch.compile; benchmarked model scales from

1B to 405B and tensor-parallel sizes from 1 to 16.
– CARE / CREST: Ran CARE’s attention-conversion experiments, vLLM integration and analysis; contributed to CREST’s cognitive-head

steering and vLLM / SGLang deployment paths.
– Taylor-Calibrate / I-DLM: Led Taylor-guided hybrid-attention initialization and ablations; contributed to I-DLM inference, stationary-batch

scheduling and serving evaluation.
– Pulsar / SGLang: Applied Swift-KV prefill caching, implemented Phoenix-speculator prompt caching, fixed tokenizer / Docker issues in

multi-node deployments and added Llama 4 sliding-window-attention support.
– AgentGo / LCFS / SmartKV: Contributed to prediction-aware agent scheduling, hierarchical fairness and performance isolation, and

universal / disaggregated-KV system design.
– CoderForge: Led OpenHands R2E-Gym and SWE-Bench-scale data pipelines, curated SWE-smith / Rebench examples, distilled Qwen3-480B

trajectories into a roughly 30B coding model and designed per-token coding losses.
– Squeeze Evolve: Owned LiveCodeBench V6 evaluation and supported routing / aggregation ablations across AIME 2025 and HMMT 2025.

• Future Machine Learning & Systems Lab (FutureMLS) 2026 – Present
Founder & Principal Investigator San Francisco, CA
– Lead an open-source research program spanning efficient architectures, RL / post-training, quantization, serving systems and agentic AI;

translate research prototypes into reproducible code, kernels and deployment paths.
– Coordinate cross-institution projects, paper writing, open-source releases and community adoption around practical algorithm–system

co-design.

• Microsoft, DeepSpeed Team Mar 2023 – Feb 2024
Research Intern Sydney, Australia
– DeepSpeed-Chat: Applied INT4/INT8 techniques to the end-to-end RLHF pipeline and ran 400+ comparative training / generation

benchmarks across DeepSpeed, ColossalAI, Hugging Face and native PyTorch.
– DeepSpeed4Science: Supported large-scale AI-for-science model training, technical content and I/O workflows, including GenSLMs /

Megatron-DeepSpeed and scientific-data pipeline analysis.

• Dolby Mar 2024 – Sep 2024
Research Intern Sydney, Australia
– Developed an efficient neural video-compression direction with content-aware, mixed-bit quantization for low-latency GPU and mobile

streaming.
– Designed stride-wise sensitivity analysis and mixed-precision kernel assignment to preserve visual quality while reducing model cost,

bandwidth and power consumption.

• The University of Sydney, FSA Lab Mar 2022 – Feb 2026
Ph.D. Student & Visiting Scholar Sydney, Australia
– Derived and evaluated policy-gradient action-collapse behavior across discrete-action RL environments; studied ETF classifiers and the

geometry of policy-gradient objectives.
– Built task-aware PEFT experiments for CorDA, sparse Tensor-Core kernel evaluations for Flash-LLM, and distributed I/O studies for

DeepSpeed-based AI-for-science workloads.
– Contributed to RenAIssance, diffusion-model optimization, LLM-agent research and large-scale experiments spanning reasoning, code and

instruction-following tasks.

• Tencent Weixin Group & UIUC Jul 2018 – Jul 2020
Research Intern, Technical Architecture Guangzhou & Champaign, IL
Developed JSidentify’s V8/Ignition bytecode analysis, edit-distance and network-flow pipeline for JavaScript plagiarism detection in online mini
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games; the framework was deployed at Tencent.

• Sun Yat-sen University Sep 2018 – Mar 2022
Research Associate Guangzhou, China
Researched metadata I/O, CPU–GPU scheduling and VFS small-file storage; contributed to a granted Chinese patent.

Selected Other Projects

• LeetCode Record (2017 – Present) —Maintain multilingual algorithm solutions and implementation notes in C/C++, Python, Java and Go.
[Code]

• System Conference Papers Crawler (2021 – Present) — Scrape top systems conferences and deadlines with Python / BeautifulSoup; generate
submission timelines with Pandas and Matplotlib. [Code]

• DDLs (2017 – 2018) — Built an Android deadline-management app with Java, SQLite, WebSocket, JWT and a Node.js / Express REST backend.
[Backend] [Frontend]

• ChainLoveHelp (Microsoft Hackathon 2018) — Developed a peer-to-peer university task platform using an Ethereum / Parity consortium
chain, PHP, Apache and MySQL. [Code]

Conference Participation

• ICLR 2025/26; HPCA, PPoPP, CGO & CC 2026; GTC 2025; ATC 2024; ASPLOS 2023; SC / ISCA 2021; ICSE 2020.
Certification

• PTE 67 (2024); IELTS 6.5 (2020); Coursera: Sample-based Learning Methods and Fundamentals of Reinforcement Learning (2021).
Skills

• RL Algorithms and Objectives: RLHF; PPO / GRPO and policy-gradient optimization; tail-likelihood / pass@k objectives; reward, return and
advantage processing; action-collapse analysis; online / offline rollouts; SFT-to-RL pipelines and test-time reasoning control.

• RL Systems and Scaling: Asynchronous rollout and pipeline training; distributed rollout workers; trajectory ingestion; policy / rollout weight
synchronization; replay queues and router-assisted batching; long-context sequence parallelism; MoE execution; stability and multi-node
debugging.

• RL Data, Agents and Evaluation: Multi-turn agent environments; sandbox execution; token-level masks; stepwise / trajectory credit
assignment; rejection sampling and batch balancing; supervised / activation / trajectory distillation; verifier-free evolution; pass@1 / pass@k and
coding / math benchmarks.

• Distributed Training: PyTorch, DeepSpeed, FSDP, ZeRO-1/2/3, TorchTitan, VeOmni, Ray, Hugging Face, JAX; sequence parallelism (Ulysses /
Ring Attention), packed sequences, MoE-LoRA, remove-padding, chunked prefill, fused kernels.

• Quantization and Compression: INT2 / INT4 / INT8, FP6 and MXFP4; covariance-aware rotations, clipping and calibration; mixed precision;
KV-cache and weight quantization; sparse inference; accuracy / memory / throughput trade-off analysis.

• Speculative and Alternative Decoding: Draft-model / speculator training, acceptance-rate analysis, adaptive speculative training, vocabulary
pruning, cache-aware prompting, hybrid and diffusion language-model inference, stationary-batch scheduling.

• LLM Inference and Kernels: CUDA, Triton, SGLang, vLLM, CUDA Graphs, torch.compile; speculative decoding, KV-cache quantization /
rotation, paged cache layouts, prompt caching, tensor parallelism, attention conversion and serving benchmarks.

• Modeling: Transformer and hybrid linear attention; diffusion language models; PEFT / LoRA; supervised and activation distillation;
quantization; mixture-of-experts; neural architecture search; CNN / RNN / ViT / diffusion models.

• Performance and Research Methodology: End-to-end throughput / latency / memory benchmarking; scaling-law studies; ablation design;
covariance / SVD analysis; numerical calibration; cross-model and cross-hardware evaluation; root-cause analysis for distributed failures.

• Programming: Python, C, C++, CUDA, Triton, Bash, Go, Java, SQL, JavaScript, LATEX, Matlab and R.

• Systems and Infrastructure: Linux, Kubernetes, Docker, MPI/OpenMPI, distributed / parallel file systems (Lustre, HDFS), Hadoop, Spark,
cloud infrastructure (Azure, AWS, GCP), CI/CD, Git and experiment automation.

• Data and Software Platforms: MySQL, PostgreSQL, MongoDB, Redis, Hive, Airflow, Kafka, Elasticsearch; REST APIs, Python data tooling,
experiment dashboards, web services and technical documentation.

• Software Engineering and Testing: Django, Flask, Spring Boot, Node.js / Express, REST API design, Pytest, JUnit, Selenium, Git, CI/CD,
Gradle, Maven, npm and pip.

• Web, Mobile and Scientific Applications: HTML / CSS / JavaScript, React, Vue, Android / Kotlin, iOS / Swift, Flutter, React Native; NumPy,
Pandas, SciPy, OpenCV, Matplotlib, Seaborn, NLTK and web scraping.

• Agent and Coding Evaluation: OpenHands / R2E-Gym workflows, SWE-Bench-style trajectory data, LiveCodeBench, AIME / HMMT
evaluation, sandbox execution, data curation, failure analysis and reproducible benchmark pipelines.

Extracurricular

• Fitness: fencing, jogging, bodybuilding, table tennis and badminton · Interests: saxophone, web / mobile development, magic and video games
· Service: HPCA 2026 volunteer; former SYSU Student Union Vice President; Changjun High School volunteer.
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